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Abstract

The Internet is growing rapidly, along with the number of people using it and the demands they are placing on it.  It is important to understand Internet traffic so that web servers can be built to accommodate it.  Web traffic is difficult to analyze because it is self-similar, and thus does not conform to an exponentially-distributed arrival rate.  There is much we can learn about web traffic, including the inter-arrival rate of requests, file size preferences, and the relation between a document’s downloads versus its popularity.
1. Introduction

The Internet has been recently estimated to contain four billion pages (Glover and Laguna 1998).  The global usage of the Internet is approximately 400,000,000 users (Nielsen-Netratings.com 2002).  With so many users of the Internet, it is important to understand Internet traffic so that web servers can be built to withstand it.
The following are works related to this topic:

Dilley (1996) did a study of web server traffic at a highly visited commercial website.

Arlitt and Williamson (1996) tracked invariants of web traffic across six webservers.

Cunha, Bestavros et al. (1995) studied access logs from client side.

Crovella and Bestavros (1995) showed web traffic is self-similar, not exponentially distributed.

Bestavros, Carter et al. (1995) and Braun (1994) take a look at the benefits of both client-side and server-side caching on web server performance.

2. What is the model?

Web servers run the HyperText Transfer Protocol.  This is a file-serving protocol that controls how user requests for web documents are serviced by a web server.  When a user enters a URL into a browser that will be served by a particular server (say, Penn State’s server), several different requests are made to the web server.  

In general, the first request is for an HTML document.  As this file is parsed, it is found to contain references to other files (embedded images, sound files, etc).  Requests are formed for each of these files.  Thus, one URL request can generate many file requests.  This means that many requests can arrive simultaneously, and therefore a web server can not be modeled with a Markov model.  Later in this report I explain further how web traffic is self-similar and therefore not exponentially distributed.
3. Methodology

I collected a semesters’ worth of web server logs from Penn State’s (PSU) website (www.psu.edu).  This totaled approximately 40GB of data.  Therefore, I restricted my analysis to a fairly usual week in the middle of the Spring 2002 semester.  This restricted batch of data still encompassed over twelve million file requests.
I first parsed through the log files and extracted only the information I would need later.  I recorded the date/time of each file request, along the file requested, bytes transferred, success code, and location of requester (local/remote).  After extracting this information I placed it into a MySQL database that I would later run SQL queries on.
4. Data summary

I analyzed the log files in three main areas: inter-arrival time distribution, file size distribution, and file popularity.  These three measures give a strong characterization of web traffic and offer suggestions as to how web servers should be designed to handle such traffic.
4.1 Inter-arrival times and self-similarity

Most problems in queuing theory assume that the inter-arrival times follow a Poisson distribution.  In a Poisson distribution, a small window of time may show some burstiness, but over a longer block of time this burstiness will have been smoothed out.  In contrast, a self-similar process will have such periods of burstiness that will not be smoothed out over any period of aggregation.  Table 1 shows total, local, and remote traffic over the week of data.  An interesting point to note is that during the weekdays, local traffic is heavier than remote traffic, and on the weekends this is reversed.

To determine whether PSU’s web server traffic was self-similar, I employed a variance-time plot.  For one thousand different values of m ranging from 1 to 10,000, I computed the variance of the web traffic when the traffic was aggregated over m seconds.  See Table 2 for the log-log variance-time plot.

[image: image1.png]Hits by Minute

5000

4500





Table 1. Web traffic over the week.
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Table 2. Variance-Time Plot, for values of m between 1 and 10000.

The parameter used in determining self-similarity is called the Hurst parameter H, where H is computed as H = 1 - /2, and  is the slope of the variance-time plot.  In a self-similar series, ½ < H < 1.  In my plot I have computed =0.506, therefore H=0.747 and thus the traffic is self-similar.  These computations were performed as described by the experiment in Crovella and Bestavros (1995).
4.2 File sizes

World Wide Web users are known to have a preference for small files, despite the prevalence of large image, audio, and video files available by the Web (Arlitt and Williamson 1996).  Table 3 shows a plot of file size versus the CDF of all document hits, while Table 4 is a plot of file size among the unique files.  
A few things are significant about these two graphs.  First, as predicted by Arlitt and Williamson (1996), the average file size is small, and in both charts the median file size is approximately 5KB.  Additionally, Table 3 shows a sharp growth starting at around 50 bytes, while Table 4 doesn’t show this growth until closer to 1000 bytes.  This means that despite the distribution of the file sizes on the server, the small files are requested more.  This was also predicted by Arlitt and Williamson (1996).

The arithmetic mean downloaded file size is 13.6KB, and the geometric mean is 4.7KB.  This disparity indicates that there is a high proportion of small files, and that the arithmetic mean is skewed upward by a relatively few number of relatively large files.
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Table 3. File size plot against all document hits.
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Table 4. File size plot against all unique files.

4.3 Popularity vs rank

According to Zipf’s Law, the number of views to a page is directly proportional to it’s rank.  A log-log plot of document hits against document rank should therefore show a slope of -1.  Zipf’s Law holds for web traffic whether the traffic is measured as local hits, remote hits, or both.  Over all three variations, the slope registered at approximately -1.3 for the first 32,000 data points with an R-squared value over 0.99.  Over the rest of the data points, the slope approached -2.0 with a decreasing R-squared.  This shows that the many unpopular documents on Penn State’s servers are very unpopular.  Table 5 displays the Zipf’s Law plots for all, local, and remote traffic.
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Table 5. Hits vs popularity (all traffic, local, remote)

4.4 A second study

After compiling the data on Penn State’s website, I turned my analysis to my own personal site, freedville.homeip.net.  This is a site dominated by digital photographs, so I thought that perhaps this could produce different results than the Penn State site.  Indeed, the average file sizes were an order of magnitude greater than Penn State’s: the arithmetic mean was 46KB and the geometric mean was 17K.

While there was not enough data (only 100,000 document downloads over 5 months) to perform a statistically significant traffic self-similarity test, plots of the data at different aggregations showed plenty of variation, indicating that traffic at this site is also likely self-similar.

The comparison of document hits vs popularity was similar to Penn State’s.  All the files that occur on the home page had nearly identical popularity, and they made up the top part of the graph.  After these files however, the slope decreased dramatically, to less then -2.0.  This indicates that my site has many files which are very unpopular, which is indeed true – the site has many digital photographs, and any one user is unlikely to visit many.  Still, users of my site exhibit a preference for small files – the number of “thumbnail” downloads greatly exceeded the number of large photo downloads.
5. Discussion

As stated in Bestavros, Carter et al. (1995), web servers can greatly benefit from both server and client-side caching of documents.  Effective caching on either side (or both sides) will reduce traffic and therefore demand on web servers.  Results from the analysis of Penn State’s web server suggest a few caching techniques.

Popular documents should be cached.  Zipf’s Law shows that there is a group of very popular documents on any web server, and that a document’s popularity (and thus the number of requests for it) falls off very quickly (a power law degradation).  In addition, web users show a preference for small files.  This suggests that a cache should be filled with mostly small files, as they take up less space and allow a greater number of files to be cached.  Indeed, Penn State’s access logs support the combination of these ideas.  The top ten percent requested files account for over ninety-five percent of the bytes transferred by the server.
6. Conclusion

Penn State’s web server experiences heavy traffic that varies greatly with time, and in fact this variance is self-similar.  Penn State web traffic follows most of the general web traffic patterns laid out in Arlitt and Williamson (1996), including Zipf’s Law for document popularity, as well as file size distribution and a preference for small files.
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